Phylogenetic pinpointing of a paleopolyploidy event within the flax genus (*Linum*) using transcriptomics

Saemundur Sveinsson1,*, Joshua McDill2, Gane K. S. Wong2, Juanjuan Li3, Xia Li3, Michael K. Deyholos2 and Quentin C. B. Cronk1

1Department of Botany and Biodiversity Research Centre, University of British Columbia, 6270 University Boulevard, Vancouver, BC V6T 1Z4, Canada, 2University of Alberta, CW405 Biological Sciences, Edmonton, AB T6G 2E9, Canada and 3BGI-Shenzhen, Bei Shan Industrial Zone, Yantian District, Shenzhen, China

* For correspondence. E-mail saemundur.sveinsson@gmail.com

Received: 8 October 2013 Returned for revision: 13 November 2013 Accepted: 2 December 2013 Published electronically: 30 December 2013

Background and Aims Cultivated flax (*Linum usitatissimum*) is known to have undergone a whole-genome duplication around 5–9 million years ago. The aim of this study was to investigate whether other whole-genome duplication events have occurred in the evolutionary history of cultivated flax. Knowledge of such whole-genome duplications will be important in understanding the biology and genomics of cultivated flax.

Methods Transcriptomes of 11 *Linum* species were sequenced using the Illumina platform. The short reads were assembled de novo and the DupPipe pipeline was used to look for signatures of polyploidy events from the age distribution of paralogues. In addition, phylogenies of all paralogues were assembled within an estimated age window of interest. These phylogenies were assessed for evidence of a paleopolyploidy event within the genus *Linum*.

Key Results A previously unknown paleopolyploidy event that occurred 20–40 million years ago was discovered and shown to be specific to a clade within *Linum* containing cultivated flax (*L. usitatissimum*) and other mainly blue-flowered species. The finding was supported by two lines of evidence. First, a significant change of slope (peak) was shown in the age distribution of paralogues that was phylogenetically restricted to, and ubiquitous in, this clade. Second, a large number of parologue phylogenies were retrieved that are consistent with a polyploidy event occurring within that clade.

Conclusions The results show the utility of multi-species transcriptomics for detecting whole-genome duplication events and demonstrate that multiple rounds of polyploidy have been important in shaping the evolutionary history of flax. Understanding and characterizing these whole-genome duplication events will be important for future *Linum* research.

Key words: *Linum usitatissimum*, flax, paleopolyploidy, whole-genome duplication, transcriptomics, genomic phylogenetics, species phylogeny, gene trees, parologue age distribution.

INTRODUCTION

Polyploidy, the duplication of whole genomes, is an important evolutionary force that is especially prevalent in plants (Otto and Whitton, 2000). Recent study has revealed that all angiosperms have undergone at least two rounds of ancient whole-genome duplication (Jiao et al., 2011) in addition to several younger, lineage-specific events (Jiao et al., 2012). These events are thought to have been very important in the evolutionary diversification of flowering plants (Adams and Wendel, 2005; Soltis et al., 2009; Jiao et al., 2012). In addition to these ancient polyploidy events, recent whole-genome duplications are very common in the most extant plant lineages (Otto and Whitton, 2000; Adams and Wendel 2005; Wood et al., 2009). This is especially the case for the majority of the world’s most important crop species, in which polyploidy seems to be particularly prevalent (Adams and Wendel, 2005). However, the genome complexity caused by genome duplications can be troublesome for crop genomics, for instance in genome-wide association studies of polyploid crops (Harper et al., 2012). It is therefore of considerable importance to characterize fully the genome history of crop species in order to take this into account in crop research.

The flax genus (*Linum*) contains about 180 species that are spread across six continents. It is thought to have originated about 46 million years ago (MYA), making it a relatively old genus (McDill et al., 2009; McDill and Simpson, 2011). The genus is divided into numerous sections. A large, predominantly blue-flowered clade contains the sections *Dasylinum* and *Linum*, while the group of yellow-flowered flaxes contains the sections *Cathartolinum*, *Linopsis* and *Syllinum* (McDill et al., 2009; McDill and Simpson, 2011). Cultivated flax (*Linum usitatissimum*) is an important source of high-quality fibres (Mohanty et al., 2000) and seed oil (Green, 1986). The oil has industrial uses as well as considerable perceived health benefits (Singh et al., 2011). Its genome was recently sequenced (Wang et al., 2012), resulting in the discovery that it had undergone a whole-genome duplication around 5–9 MYA. As an extension to this finding we wished to examine the possibility that another, older, *Linum*-specific polyploidy event might have occurred some time earlier in the evolutionary history of cultivated flax. Until now, this hypothesis could not be tested due to insufficient...
genomic data from related species. In this study we use transcriptome sequences of 11 Linum species to identify and characterize whole-genome duplication events in the evolutionary history of cultivated flax.

MATERIALS AND METHODS

Illumina sequencing and de novo assembly

Total RNA from several tissue types was extracted and used to make Illumina sequencing libraries using methods described by Johnson et al. (2012). The libraries were multiplexed and sequenced on an Illumina HiSeq platform using paired-end chemistry. Quality trimming of the Illumina reads is described in the Methods section of Johnson et al. (2012). All species used in this study had a single library constructed from a pooled RNA sample from various tissue types, except for Linum usitatissimum and L. perenne, which had certain tissue types separated into individual libraries. However, they were later combined into single-species libraries, since analyses of individual tissue libraries did not change any findings of the paper. A total of 12 species were used in this study: 11 Linum species and Bischofia javanica (Phyllanthaceae), which was used as an outgroup in the phylogenetic analyses due to its relatively close relationship with the Linaceae (Xi et al., 2012).

The short Illumina reads were assembled in a de novo fashion using Trinity v.r2013-02-25 (Grabherr et al., 2011) with the program’s default settings. In order to reduce the number of almost identical sequences in the assembly, contigs with a sequence similarity higher than 98% were clustered together using the CD-HIT-EST program with a cutoff of -c 0.99 -l 299 -d 0 (Li et al., 2001; Li and Godzik, 2006). This step also removed all contigs shorter than 300 bp from the assembly.

Identification of orthologues and phylogenetic analyses of Linum

Transcripts were then translated into their corresponding amino acid sequences using Prot4EST (Wasmuth and Blaxter, 2004). Prot4EST uses BlastX (Altschul et al., 1997) for certain parts of its amino acid translation pipeline and therefore requires a BLAST database in amino acid format. For this purpose we used the annotated protein sequences from the published flax genome (Wang et al., 2012), which can be downloaded from Phytozome (Goodstein et al., 2012). The best amino acid transcript from each cluster was determined by its length and number of internal stop codons, using a Python script, and was chosen as the cluster’s representative in the assembly. OrthoMCL v.2.0-3 (Li et al., 2003) was used to identify orthologous sequences in the assemblies. An e-value of 1E-5 was used in the all versus all BlastP step of the OrthoMCL pipeline, and percentMatchCutoff was set to 80 and evalueExponentCutoff to -5 in the orthomclPairs step. Other parts of OrthoMCL were executed with the pipeline’s default settings.

A phylogeny of the Linum species used in this study was constructed using a selected subset of the orthologue groups generated by OrthoMCL. A Python script was used to extract orthologue groups that matched the following criteria: (1) the orthologue group had to contain contigs from all species but (2) could not contain more than one contig from each species (i.e. putative single copy genes). These singleton orthologue groups were used in the subsequent phylogenetic analyses. The amino acid and nucleotide sequences of transcripts in these orthologue groups were extracted using a Python script. MAFFT v.7.05b (Katoh and Standley, 2013) was used to align the amino acid sequences using the -auto flag. The alignments were then converted to their corresponding nucleotide sequence using RevTrans v.1-4 (Wernersson and Pedersen, 2003). Leading and trailing gaps were removed from the alignments using a Python script and then trimmed further with trimAl v.1-2 (Capella-Gutiérrez et al., 2009) with the -automated1 flag. Alignments smaller than 300 bp were discarded from further analyses. The appropriate model of nucleotide substitution for the trimmed nucleotide alignments was determined with jModelTest v.2.1-1 (Guindon and Gascuel, 2003; Darriba et al., 2012) using the AIC information criterion. These alignments were used to generate species phylogenies using two methods.

All nucleotide alignments were concatenated into a single matrix that was analysed with MrBayes v.3.2-1 (Huelsenbeck and Ronquist, 2001; Ronquist and Huelsenbeck, 2003). Each alignment was defined as a separate partition in the matrix and a Python script was used to incorporate the jModelTest outputs into the MrBayes block of the matrix, ensuring that the appropriate base substitution model was used for every alignment. Model parameters were unlinked across all partitions. Bischofia javanica was used as the outgroup to confirm the rooting of the analyses. Two runs were started with 2 000 000 generations and burn-in set at 25%. Convergence of the analyses was checked by running two independent chains and manually inspecting traces using Tracer (http://tree.bio.ed.ac.uk/software/tracer/).

A second species phylogeny was constructed using the STAR method (species tree estimation using average ranks of coalescences) (Liu et al., 2009), which is based on the multispecies coalescent model (Rannala and Yang, 2003). The STAR method uses the average ranks of coalescent events in a collection of gene trees to construct a single species topology using a distance method. First we generated individual gene trees for each of the previously mentioned trimmed nucleotide alignment, using RAxML v.7.2-6 (Stamatakis, 2006) with 10 search replicates. Bischofia javanica was set as the outgroup to confirm the rooting of the phylogenetic analysis. The appropriate model of nucleotide substitution for each alignment was parsed from jModelTest outputs using a Python script. The star.sptree function in the phyBASE v.1.3 package (Liu and Yu, 2009), under R v.2.15-3 (Ihaka and Gentleman, 1996), was used to generate a single species topology from all gene trees. Branch lengths were estimated and added to the STAR tree using GARLI v.2.0 (Zwickl, 2006), by optimizing the model parameters of the concatenated matrix, which were initially estimated by jModelTest v.2.1-1 (Guindon and Gascuel, 2003; Darriba et al., 2012). Node support of the STAR tree was acquired by generating 1000 multilocus bootstrap replicates (Seo, 2008) with the bootstrap.mulgene function in phyBASE, analysing each bootstrap replicate with PhyML v.3.0 (Guindon et al., 2010) and constructing 1000 STAR trees in phyBASE. A consensus of the 1000 STAR trees was generated using the consensus program in the PHYLIP package v.3.69 (Felsenstein, 2005). The transcriptome to phylogeny methods described above are implemented in a pipeline (T2Phy) under development by one of us (S.S.).
Whole-genome duplication inference from age distributions of paralogues

The DupPipe pipeline (Barker et al., 2008) was used to look for evidence of whole-genome duplication events in the 11 Linum species. The pipeline inferred pairs of paralogues within the transcriptome assemblies and estimated their divergence based on synonymous substitution rates (Ks), which are used as a proxy for the age of the duplicated gene pair. DupPipe uses a discontinuous MegaBlast (Zhang et al., 2000; Ma et al., 2002) within each assembly to cluster contigs into gene families based on 40% sequence similarity over at least 300 bp. The appropriate reading frame was estimated by comparing each pair of sequences with a large set of protein sequences (Wheeler et al., 2007) using BlastX (Altschul et al., 1997). Each nucleotide sequence was then paired with its best protein hit and only genes with a minimum of 30% similarity over at least 150 sites were retained for further analyses. Genwise 2.2.2 (Birney et al., 2004) was used to align each gene to its best protein hit in order to determine the correct reading frame. The nucleotide contigs were then converted to their corresponding amino acid sequence using the highest-scoring DNA–protein alignment from GeneWise. Alignments of duplicated gene pairs were generated using MUSCLE 3.6 (Edgar, 2004) and the aligned amino acids were converted back to DNA sequences using RevTrans 1.4 (Wernersson and Pedersen, 2003). Ks values (synonymous substitution rates) for each duplicate gene pair were estimated using the codeml program in the PAML package (Yang, 1997) under the F3 × 4 model (Goldman and Yang, 1994). Duplicated gene pairs that could be identified as transposable elements were removed from the dataset. Due to concerns that extremely low Ks values were noise caused by alternative splicing or assembly artefacts, all Ks values lower than 0.001 were removed from the dataset. Furthermore, we excluded all Ks values larger than 2 in order to minimize saturation effects (Vanneste et al., 2013).

The number of significant features, i.e. peaks, in the age distributions of gene duplicates was estimated using SiZer (Chaudhuri and Marron, 1999). SiZer looks for significant changes in kernel density by performing a Gaussian smoothing with a wide range of bandwidths and has been extensively used in the investigation of paleopolyploidy (Barker et al., 2008, 2009; Shi et al., 2010). SiZer identified two significant peaks in some of the transcriptome assemblies, which were then analysed further using mixture models. EMMIX (McLachlan et al., 1999) was used to fit a model with two normal distributions using maximum likelihood in order to estimate the position of the two peaks in the dataset. Mixture models are useful in characterizing peaks generated by paleopolyploidy events, since their distribution is expected to be roughly Gaussian (Blanc and Wolfe, 2004; Schluter et al., 2004). We used the EMMIX function in the EMMIX R package v.1.0-18 [downloaded from http://www.maths.uq.edu.au/~gjm/mix_soft/EMMIX_R/index.html (19 December 2013)] on log-transformed Ks values, with two normally distributed components.

Inference of a whole-genome duplication event from phylogenetic analysis of paralogues

To establish phylogenetic evidence for the putative paleopolyploidy event inferred by DupPipe, phylogenies of all orthologue groups containing a parologue pair with a Ks value between 0.4 and 1.0 were constructed. This range was established based on two lines of evidence. First, results from the mixture models produced by EMMIX (McLachlan et al., 1999) demonstrated that the median of the paleopolyploidy event was around 0-68. We incorporated this estimate in the modelling of the effects a polyploidy event at that time would have on the Ks distribution, using the R scripts provided in Cui et al. (2006). The modelling showed that the effects of a polyploidy event around Ks 0-68 would be most significantly noticed around Ks 0-4-0-8. Second, we examined the results from Gaussian smoothing with SiZer, which were largely in agreement with the modelling results. However, in order to be inclusive, we increased the upper Ks limit by 0.2 in order to investigate more paralogues phylogenetically. Amino acid and nucleotide sequences of orthologue groups containing the paralogues were extracted from all species using a Python script and amino acid alignments were generated using MAFFT v.705b (Katoh and Standley, 2013) with the -auto flag. The alignments were converted to their corresponding DNA sequences using RevTrans v1.4 (Wernersson and Pedersen, 2003) and trimmed using trimAl v.1.2 (Capella-Gutiérrez et al., 2009) with the -automated1 flag. Phylogenies from the trimmed nucleotide alignments were inferred using RAxML v.7.2-6 (Stamatakis, 2006), with ten search replicates and the GTR + gamma model of nucleotide substitution. Node support of each tree was estimated using the 50% majority rule consensus of 100 bootstrap replicates from RAxML. Phylogenies were converted to NEXUS format and combined into a singe file using a Python script, which could be analysed using Dendroscope V.3.2-8 (Huson and Scornavacca, 2012).

The paralogue gene trees were inspected manually and split into two major groups based on the phylogenetic pattern observed. We first separated phylogenies that were uninformative regarding a polyploidy event in the Linum genus. Those phylogenies included orthologue groups that contained multiple gene families and paralogues that were likely generated by multiple tandem duplications or over-assembly. These also included orthologous groups that had a large number of missing taxa and showed strong phylogenetic conflict within the yellow- or blue-flower clades. The remaining phylogenies showed strong phylogenetic patterning of paralogues and are therefore potentially informative regarding a polyploidy event in the evolutionary history of the Linum species. The only consistent pattern observed in these kinds of trees was the occurrence of a single clade of yellow-flowered species and two blue-flowered clades. We excluded any of these phylogenies that had excessive numbers of missing taxa, i.e. fewer than two yellow-flowered species, or if either of the blue-flowered clades contained fewer than three species.

RESULTS

Illumina sequencing and de novo assembly

The Illumina sequencing yielded between 19 and 83 million high-quality paired-end reads per species (Table 1). The de novo assembly of these reads resulted in 22 416–48 269 contigs larger than 300 bp per library.
Phylogenetic analysis of Linum

A total of 34,894 orthologous groups were identified by OrthoMCL, of which 413 were used to generate a phylogeny for the 11 Linum species. In these 413, all species had a single contig representing each group. The average alignment contained 546 characters (s.d. 212.97) and the combined length of all alignments was 225,891 characters. The two methods used (Bayesian analysis of a concatenated matrix and the coalescence-based STAR method) retrieved identical topologies, very similar branch lengths and a 100 % support value for every node in the phylogeny. As the two trees were very similar, only the STAR tree is presented here (Fig. 1). It is of interest to note that this phylogeny is almost identical to the most recently published Linum phylogeny (McDill et al., 2009).

The 11 Linum species were split by a long branch into two major clades: (1) a mostly yellow-flowered clade containing L. flavum, L. macraei, L. strictum and L. tenuifolium; and (2) a predominantly blue-flowered clade that comprises all other species with more than one library sequenced (two L. perenne and three L. usitatissimum).

### Table 1. Number of reads acquired per species and tissue type information

<table>
<thead>
<tr>
<th>Species</th>
<th>Clade (Family)</th>
<th>Tissue sequenced</th>
<th>Number of reads (read length)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bischofia javanica</td>
<td>Phyllanthaceae</td>
<td>Young leaves</td>
<td>2.33 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum flavum</td>
<td>Yellow (Linaceae)</td>
<td>Stem apex, shoot, leaves</td>
<td>2.42 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum macraei</td>
<td>Yellow (Linaceae)</td>
<td>Stem apex, shoot, leaves</td>
<td>2.65 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum strictum</td>
<td>Yellow (Linaceae)</td>
<td>Stem apex, shoot, leaves, flowers</td>
<td>2.76 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum tenuifolium</td>
<td>Yellow (Linaceae)</td>
<td>Stem apex, shoot, leaves</td>
<td>2.79 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum hirsutum</td>
<td>Blue (Linaceae)</td>
<td>Stem apex, shoot, leaves</td>
<td>2.97 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum perenne</td>
<td>Blue (Linaceae)</td>
<td>Stem apex, shoot, leaves, flower</td>
<td>5.62 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum lewisii</td>
<td>Blue (Linaceae)</td>
<td>Stem apex, shoot, leaves</td>
<td>2.92 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum leoni</td>
<td>Blue (Linaceae)</td>
<td>Stem apex, shoot, leaves</td>
<td>2.78 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum grandiflorum</td>
<td>Blue (Linaceae)</td>
<td>Stem, flower buds, leaves, flowers</td>
<td>1.89 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum bienne</td>
<td>Blue (Linaceae)</td>
<td>Stem apex, shoot, leaves, flowers</td>
<td>2.28 × 10^7 (90 bp)</td>
</tr>
<tr>
<td>Linum usitatissimum</td>
<td>Blue (Linaceae)</td>
<td>Stem apex, stem</td>
<td>8.31 × 10^7 (90 bp)</td>
</tr>
</tbody>
</table>

1Species with more than one library sequenced (two L. perenne and three L. usitatissimum).

**Fig. 1.** STAR phylogeny of the 11 Linum species constructed from 413 gene trees. Branch lengths were estimated with GARLI and all nodes on the tree have 100 % bootstrap support. The tree shows the two major clades of Linum species studied here and their dominant flower colour. The tree was rooted with Bischofia javanica (Phyllanthaceae; taxon not shown here).
species (Fig. 1). There were two exceptions to this flower colour rule, one in each clade, where *L. tenuifolium* flowers are white or pale pink and *L. grandiflorum* is red-flowered. However for simplicity’s sake, all subsequent reference to these clades will be based on their dominant flower colour: yellow (y) and blue (b).

**Paralogue age distributions**

The possible presence of paleopolyploidy events in the evolutionary history of the 11 *Linum* species was first investigated by identifying paralogues within each transcriptome assembly and analysing their age distribution. An average of 3017 paralogue pairs (s.d. 1809) were identified in each of the transcriptome assemblies. Visualization of the duplicate age distribution revealed two types of patterns in genome evolution. Seven out of 11 *Linum* species showed a noticeable increase in Ks value frequency (i.e. a shallow peak) around 0.6 (Fig. 2E–K), compared with the L-shaped curve expected in species that have not undergone a whole-genome duplication recently in their evolutionary history (Blanc and Wolfe, 2004). However, four of our species showed a contrasting pattern, with no visible change of slope around Ks 0.6 (Fig. 2A–D). When this pattern is compared with the *Linum* phylogeny, it becomes clear that the peak at Ks 0.6 is restricted to species belonging to the blue clade (Fig. 2 and Supplementary Data Fig. S1), while being uniformly absent in the yellow clade. The presence of this peak in all blue clade species around the same Ks value strongly suggests a unique polyploidy event in an ancestor of this clade some time after the split from the yellow-flowered *Linum* species.

The statistical significance of the changes in slopes in the duplicate age distributions was tested with SiZer (Chaudhuri and Marron, 1999). The results of these analyses are shown in the form of SiZer plots, positioned underneath their corresponding duplicate distribution in Fig. 2. A pattern consistent with a paleopolyploidy event was observed in all of the blue-flowered *Linum* species but in none of the species belonging to the yellow-flowered clade (Fig. 2) (see the legend of Fig. 2 for a detailed description of the SiZer plots). The evidence for a paleopolyploidy event is represented by blue areas in the SiZer plots in the bottom half of Fig. 2E–K. These blue areas correspond to a significant

Fig. 2. Cladogram, estimated with the STAR method, of the 11 *Linum* species (left), with their corresponding duplicate age distributions and SiZer plots (right). The SiZer plots are placed underneath each paralogue age distribution (the x-axis being Ks values). Different bandwidths used in the Gaussian smoothing of the Ks values are plotted on the y-axis of the SiZer plots and an optimal binning of the Ks values is plotted on the x-axes. These plots are composed of four colours: blue represents a significant increase in Ks value density, red represents a significant decrease in density, purple represents regions where there is no significant increase or decrease in density, and grey areas represent insufficient data. Peaks in duplicate age distributions generated by paleopolyploidy events are characterized by the SiZer plots as blue areas flanked by red and purple areas, generally located in the middle of the y-axis. The position on the x-axis depends on the age of the duplication event. The blue areas around Ks 0.68 in all the SiZer plots of the blue-flowered *Linum* species represent statistical evidence supporting the occurrence of a polyploidy event.
peak ($P < 0.05$) in the frequency of duplicate pairs in all species that is centred around Ks 0.6.

In order to determine the age of this putative paleopolyploidy event more precisely, mixture models with two normally distributed components were fitted to each of the paralogue age distributions of the blue-flowered *Linum* species. The mixture models fitted one component to the first peak in the age distribution, around Ks 0.01, which reflected the continuous birth and death model of gene evolution generated by frequently occurring single-gene duplications (Blanc and Wolfe, 2004). The second component was fitted to the older peak with an average median of Ks 0-68. Using this Ks value and two commonly used measures of the synonymous mutation rate (Koch et al., 2000; Lynch and Conery, 2000), the polyploidy event may be estimated to have occurred 23–42 MYA.

**Phylogenetic analysis of paralogues**

A total of 767 orthologous groups containing paralogues (henceforth referred to simply as paralogue groups) were extracted and their phylogenies manually inspected for evidence of whole-genome duplication. Most of the paralogue groups (587) were uninformative with regard to the presence or absence of a polyploidy event as the pattern of duplication showed no obvious phylogenetic pattern. About 260 paralogue groups clearly consisted of multiple gene families clustered together into a single group. The source of paralogy in the remaining 327 uninformative groups was likely to be from (1) multiple tandem duplications or assembly artefacts (239 groups), (2) incorrect orthology inference (62) or (3) numerous missing taxa (26) (see Table 2).

The remaining 180 (23.5 %) trees showed clear phylogenetic patterning of gene duplication and were therefore potentially informative of whole-genome duplication events. Remarkably, all 180 trees were consistent with the whole-genome duplication event proposed here in that they divided into three clades, the yellow-flowered species (clade y) and two duplicate clades of the blue-flowered species (clades b-I and b-II), each reflecting the organisational phylogeny of the component species and implying a gene duplication in the blue species but not in the yellow. Figure 3 shows an example of such a phylogeny (from a chaperone-like gene) and it shows three well-supported clades: one is composed of the yellow-flowered *Linum* species and two blue-flowered *Linum* clades are observed. Furthermore, the blue-flowered clades are sisters to each other, and when combined are sister to the yellow-flowered *Linum* species. Finally, individual species within each of the three clades followed the species phylogeny in Fig. 1. This phylogeny did not, however, show evidence for the later polyploidy event that is specific to *L. biennel* *L. usitatissimum* (for expected reasons, see Discussion). It is also important to note that very few of the 180 paralogue phylogenies were as complete as shown in Fig. 3. Most of them had some missing genes or taxa, which is not surprising due to the nature of transcriptomic data. Nevertheless, all were consistent with a shared whole-genome duplication event in the evolutionary history of the blue-flowered *Linum* species, and this is the most likely cause for the large number of phylogenies supporting the pattern in Figure 3.

**DISCUSSION**

**Consistency of date estimation**

Our results demonstrate that blue-flowered *Linum* species (sections *Linum* and *Dasylinum*) (McDill et al., 2009) underwent a whole-genome duplication after they split from the rest of *Linum*. This split occurred near the base of the genus and has previously been estimated to have occurred 41–46 MYA (McDill et al., 2009; McDill and Simpson, 2011). The former study also estimated the age of the most recent common ancestor of the blue-flowered clade to be 29–32 million years. We estimate the duplication event to have occurred 23–42 MYA, which is consistent with the independently derived phylogenetic estimates of divergence within the genus *Linum*. The difficulty of accurately inferring the age of ancient duplication events is well established (Doyle and Egan, 2010; Vanneste et al., 2013), so the close correspondence between our observations and the dates given by McDill et al. (2009) provides some confidence in the reliability of the dating. It also raises the possibility that species diversification in the blue-flowered clade may have been driven, at least in part, by the whole-genome duplication event, as has been suggested for other groups (Vamosi and Dickinson, 2006; Soltis et al., 2009).

**Relationship between the two polyploidy events in the evolution of cultivated flax (Linum usitatissimum)**

It is important to note that the paleopolyploidy event described here was not obvious in the single-species analysis of duplicated genes using the fully sequenced genome of cultivated flax (Wang et al., 2012). This highlights the importance of using a phylogenomic approach, as has been shown elsewhere (Jiao et al., 2011; Van de Peer, 2011). Cultivated flax belongs to the blue-flowered clade and therefore shares the whole-genome duplication event. The Ks and SiZer plots of *L. usitatissimum* and *L. bienne*, its

<table>
<thead>
<tr>
<th>Group</th>
<th>Putative source of paralogy (comments)</th>
<th>n (frequency)</th>
</tr>
</thead>
<tbody>
<tr>
<td>WGD uninformative</td>
<td>More than one gene family</td>
<td>260 (33.9 %)</td>
</tr>
<tr>
<td>-</td>
<td>Small scale duplication</td>
<td>239 (31.1 %)</td>
</tr>
<tr>
<td>-</td>
<td>Unknown (strong phylogenetic conflict, likely due to multiple tandem duplications or assembly artefact)</td>
<td>62 (8.0 %)</td>
</tr>
<tr>
<td>-</td>
<td>Unknown (too many missing taxa to determine pattern of paralogy)</td>
<td>26 (3-4 %)</td>
</tr>
<tr>
<td>WGD informative</td>
<td>WGD (strong phylogenetic pattern of paralogy consistent with a WGD event)</td>
<td>180 (23-6 %)</td>
</tr>
<tr>
<td>Total</td>
<td></td>
<td>767</td>
</tr>
</tbody>
</table>

WGD, whole-genome duplication.
sister species (Fig. 2J, K) do indeed show clear peaks around Ks 0.68, but they are not as large as in the other blue-flowered species (Fig. 2E–I). We do not know the reason for this, but it may be related to the fact that *L. usitatissimum* and *L. bienne* underwent an independent polyploidy event 5–9 MYA (Wang et al., 2012). It would be interesting to investigate whether this later ‘mesopolyploidy event’ (sensu Guerra, 2008; Schubert and Lysak, 2011) caused accelerated duplicate gene loss, thereby attenuating the signal from the palaeopolyploidy event. If this is true, it follows that it might be more difficult to pinpoint individual polyploidy events in lineages that have undergone multiple whole-genome duplication events.

There is little evidence in the present study for the later polyploidy event specific to *Linum bienne/Linum usitatissimum*. This is to be expected as the present study focused on the detection of ancient events in multiple species, and used entirely Illumina short-read data in contradistinction to the analyses included in Wang et al. (2012), which used the completely assembled flax genome and full-length cDNA. Focusing on ancient events allowed us to be conservative in excluding very closely related duplicates in case of assembly error or other artefacts (important because of our use of relatively low-depth short-read data), and this is likely to have had the effect of diminishing or eliminating the signal from the more recent event. This illustrates the
importance of specifically targeted studies to discover genomic events at different periods of evolutionary history.

Polyploidy and chromosome number

This ancient polyploidy event described here is not evident from an examination of the published chromosome numbers of the species. However, as this is an ancient event (~30 MYA) the absence of a chromosomal signature is not surprising. Whole-genome duplication events have been divided into three classes based on chromosomal repatterning (Guerra, 2008; Schubert and Lysak, 2011). As chromosome repatterning requires time, these classes are usually correlated with age. The classes are: (1) neopolyploidy, in which chromosomes are still in multiples of related diploids, with little if any, chromosome repatterning (usually very recent, Holocene, <11 000 years, to Pleistocene, <2.5 MYA); (2) mesopolyploidy, in which there may be some chromosome number reduction and chromosome repatterning, but polyploidy is still suggested by higher chromosome number (usually early Pleistocene to late Tertiary, <10 MYA); and (3) palaeopolyploidy, in which there is complete diploidization and considerable chromosome number reduction (usually Tertiary or older, >10 MYA). The whole-genome duplication event described here obviously falls into the last category and chromosome number reduction is to be expected as a normal pattern of palaeopolyploids.

Use of multiple species and multiple sources of inference in pinpointing polyploidy events

These findings demonstrate the limitations of relying solely on the results of age distribution plots from a single species in the inference of whole-genome duplication events in its evolutionary history. We furthermore argue that an analysis of Ks distributions from multiple species, when combined with phylogenetic reconstruction of paralogues and good taxon sampling, is a very powerful approach for discovering and characterizing polyploidy events.

SUPPLEMENTARY DATA

Supplementary data are available online at www.aob.oxfordjournals.org and consist of Figure S1: parologue age distributions and SiZer plots of the Linum species in high-quality format.

ACKNOWLEDGEMENTS

We would like to thank Charles Hefer (University of British Columbia) for his extensive assistance in getting several of the computer programs used in this study working. We also thank Armando Geralses (University of British Columbia) for critically reading the manuscript and providing very useful comments. We also thank the following for use of flower photographs as part of the illustration in Fig. 1: Franck Le Driant (L. strictum and L. tenuifolium), Oliver Pichard (L. leonii) and Stefan Lefaner (L. flavum). We are grateful to D. E. Soltis (University of Florida) for kindly making available the transcriptome of Bischofia. We would like to thank Western Canada Research Grid (Westgrid) for access to their high-performance computing resources, which were very useful in parts of the data analysis of this paper. We gratefully acknowledge funding from The Natural Sciences and Engineering Research Council of Canada (NSERC) to Q.C. (Discovery Grant Program) and S.S., as well as the University of British Columbia for partial funding to S.S. We also thank Genome Alberta One Thousand Plants Project for funding.

LITERATURE CITED


Sveinsson et al. — Paleopolyploidy in the flax genus


