Transcribed dark matter: meaning or myth?

Chris P. Ponting* and T. Grant Belgard

MRC Functional Genomics Unit, Department of Physiology, Anatomy and Genetics, University of Oxford, South Parks Road, Oxford OX1 3QX, UK

Received July 13, 2010; Revised July 13, 2010; Accepted August 21, 2010

Genomic tiling arrays, cDNA sequencing and, more recently, RNA-Seq have provided initial insights into the extent and depth of transcribed sequence across human and other genomes. These methods have led to greatly improved annotations of protein-coding genes, but have also identified transcription outside of annotated exons. One resultant issue that has aroused dispute is the balance of transcription of known exons against transcription outside of known exons. While non-genic ‘dark matter’ transcription was found by tiling arrays to be pervasive, it was seen to contribute only a small percentage of the polyadenylated transcriptome in some RNA-Seq experiments. This apparent contradiction has been compounded by a lack of clarity about what exactly constitutes a protein-coding gene. It remains unclear, for example, whether or not all transcripts that overlap on either strand within a genomic locus should be assigned to a single gene locus, including those that fail to share promoters, exons and splice junctions. The inability of tiling arrays and RNA-Seq to count transcripts, rather than exons or exon pairs, adds to these difficulties. While there is agreement that thousands of apparently non-coding loci are present outside of protein-coding genes in the human genome, there is vigorous debate of what constitutes evidence for their functionality. These issues will only be resolved upon the demonstration, or otherwise, that organismal or cellular phenotypes frequently result when non-coding RNA loci are disrupted.

INTRODUCTION

The low protein-coding gene count has been, perhaps, one of the two most surprising findings since the human draft genome sequence was announced 10 years ago. The number of human protein-coding genes has recently settled at approximately 20,000, having been estimated in the mid-1990s as being over 60,000 (1). These early estimates were based on cDNA and expressed sequence tag (EST) data, and their wide margins of error reflect in part that there was a substantial quantity of human transcribed sequence that was wrongly thought to encode protein. Indeed, we have still to determine how many entirely non-coding transcripts are expressed from the human genome and what functions they possess. Evolutionary studies produced the second surprise from the human genome sequence; that is, there is a large amount of apparently functional, yet non-coding, DNA contained in the human genome, estimated as being at least 4-fold the amount of protein-coding sequence (reviewed in 2). When such evolutionarily constrained DNA sequence is also transcribed, it immediately becomes a good candidate for being a functional non-protein-coding RNA (ncRNA) locus. Defining a transcript, or its locus, as being non-coding is unsatisfactory simply because of its contrariety. Human genes commonly possess both coding and non-coding transcripts and, without detailed experimental studies, it is difficult to accurately distinguish non-coding from coding sequence in short transcripts (3,4). Labelling a transcript as being ‘intergenic’ (meaning that it is transcribed entirely from sequence intervening between two adjacent coding genes) is likewise fraught with difficulties. These stem from inaccurate or incomplete gene models, and from the unrealistic premise that coding gene loci and intergenic non-coding loci are always distinct, overlapping in neither chromosomal nor exonic sequence.

It is with these difficulties in mind that the central issue of this review is now introduced: what fraction of all intergenic sequence in the human genome is transcribed into stable non-coding RNA products? In line with recent publications, we shall refer to this transcribed and intergenic sequence as ‘dark matter’, although the initial definition of this term covered all intergenic sequence, irrespective of functionality or expression (5). A census of functional and transcribed dark matter in the human genome will be important not just for completing its functional repertoire, but also for revealing

*To whom correspondence should be addressed. Tel: +44 1865285855; Email: chris.ponting@dpag.ox.ac.uk

© The Author 2010. Published by Oxford University Press. All rights reserved.
For Permissions, please email: journals.permissions@oxfordjournals.org
new mechanisms of transcriptional regulation and other novel functions. Looking beyond the identification of non-coding transcripts, it will also be important to know their full-length sequences and their expression patterns across diverse cell types and tissues at multiple developmental stages in different species. While recent developments in short-read sequencing technologies are helping to reveal these expression patterns, full-length sequence information remains largely inaccessible. This is due to ncRNAs’ low expression levels and to positional information of short reads within a transcript being mostly lost upon sequencing. While computational approaches have shown modest success in reconstructing full-length transcripts (6,7), this issue will only be resolved when longer read sequencing technologies become available.

**cDNA SANGER SEQUENCING**

Should transcribed intergenic sequences be added to the gene count, thereby producing a full census not only of protein-coding genes but non-coding genes too? In 2002, the FANTOM2 consortium reported 33 409 ‘transcriptional units’ (TUs) in the mouse, of which 11 665 appeared not to be protein coding (8). They defined a TU as a cluster of one or more transcripts that share at least one base of exonic sequence on the same strand. Advantages of this definition are that it is simple and unambiguous, although one disadvantage is that it will merge two otherwise separate loci when they are bridged by a single rare, perhaps artefactual, transcript (see below). The FANTOM projects revealed how non-coding TU transcripts differ greatly from their coding counterparts. While most coding transcripts are multixonic and are well conserved between human and mouse, the majority of FANTOM2 non-coding transcripts contain only a single exon and most show insufficient similarity to be alignable to transcribed human sequence. Importantly, most also exhibit very low levels of expression relative to protein-coding transcripts. In the subsequent FANTOM3 project, over 3500 apparently non-coding transcripts were defined, each with support from other sequence sources (9), yet again tending to be rare, poorly conserved and unspliced. One surprising indication that the recruitment of transcriptional machinery to these locations is ultimately functional is that their promoter regions tend to be better conserved than promoters of protein-coding genes (9).

Overall, such differences have not persuaded many that thousands of non-coding TUs should be added to the gene counts of mouse or human. If ncRNA transcripts are of low abundance, with their sequences showing only a low level of evolutionary constraint, and if only a low fraction are spliced, then might these ncRNAs instead be without function (10,11)? Experimental approaches that enrich for lowly expressed transcripts, for example, may have inadvertently identified many transcripts that are biological artefacts, whose expression results from a fortuitous assembly of the transcriptional machinery on neutrally evolving sequence (11).

**TILING ARRAYS**

Rather than diminishing in size, transcribed dark matter was found by tiling microarrays to be even more abundant in human, mouse and other genomes (reviewed in 11–13). This technology detects transcription using probes that are regularly spaced on the genome. Consequently, although tiling arrays can detect transcription, they cannot determine the complete extent of transcripts. Results from these arrays revealed that transcribed sequence from human cytosolic or nuclear polyadenylated RNA was roughly equally distributed between known protein-coding and unknown apparently non-coding transcripts (14). Furthermore, RNA transcripts lacking polyadenylation represented approximately half of the transcriptome, and a third of all transcribed sequences were detected in both poly A– and poly A+ forms (14). In a small 1% sample of the human genome, 93% of bases appeared to be transcribed, three-quarters of which could be verified by an alternative technique (15).

Nevertheless, tiling arrays have not definitively shown widespread transcription outside of known genes. This is because results, in the main, have not been faithfully reproduced in separate studies using different samples and microarray platforms (13). Consequently, it has been concluded that most of the observed dark matter transcription is either specific to a platform and thus may reflect experimental artefacts, or else is tissue specific (13). There are indications that intergenic transcripts are, indeed, often tissue specific. This is because not only is their expression often low, but compared with protein-coding transcripts their promoters are less often of the ‘housekeeping gene’ CpG type (16).

**RNA-SEQ**

Genomic tiling microarrays are prone to artefacts arising from cross-hybridization (17). Massively parallel whole transcriptome sequencing (‘RNA-Seq’), on the other hand, is largely free of such effects (17) and, moreover, can detect transcript expression levels over a wider dynamic range (18). An added benefit is that, with paired-end sequencing, pairs of RNA regions separated by 200–500 bp within the same transcript can be sequenced. Although this provides some connectivity information between exons, it still does not always allow the full extent of a transcript’s sequence to be determined directly. Typically, tens of millions of fragment reads are mapped to a reference genome sequence and intersected with existing or novel transcript and gene annotations. In theory, by mapping reads that fail to intersect with exons or introns from known transcripts, both the proportion of reads that contribute to transcribed dark matter (‘dark matter mass’) and the fraction of the genome sequence covered by such reads (‘dark matter coverage’) can be calculated.

RNA-Seq experiments have been performed for many species, for a variety of different tissues or cells, and for polyA+ or total RNA (reviewed in 11). Although proportions vary considerably, for illustrative purposes, we shall here consider data sets from human brain tissue and cell lines recently described by van Bakel et al. (19). In this experiment, 94% of reads mapped to exons (88%) or introns (6%) of known protein-coding genes, leaving only 4% overlapping other transcripts (from ESTs, cDNAs etc.) and a further 2% mapping to other genomic regions previously lacking evidence of transcription (Fig. 1). Dark matter mass is thus relatively low,
consistent with previous observations from cDNA sequencing and tiling arrays that ncRNAs, with some notable exceptions (19), tend to be expressed at low levels. Dark matter coverage, on the other hand, is relatively high with over a quarter of all transcribed regions not overlapping known genes (Fig. 1). In summary, dark matter transcription, at low levels, appears to be widespread across the human genome.

The proportions shown in Figure 1, however, are far from definitive. On the one hand, the extent of transcriptional dark matter coverage will be overestimated because our catalogues of ‘known’ protein-coding genes, transcripts and exons remain far from complete. For instance, even a 43 exon 2 Mb human gene (RP25) was until recently unknown (20), and 7395 novel splice junctions in known mouse genes were revealed by a recent RNA-Seq experiment (6).

TRANSCRIPTIONAL NOISE

Sequence reads that map outside of exons from known gene models may thus represent new protein-coding or non-coding genes, antisense transcription and alternative transcripts, including 5’ and 3’ extensions to genes involving additional promoters and polyadenylation sites (13). However, such reads may also reflect experimental artefacts such as genomic DNA contaminants, or they may reflect biological artefacts. Many intronic reads, for example, are likely to represent unprocessed or partially processed RNAs (19). Intergenic reads, on the other hand, may result from the random initiation and elongation of RNA polymerase II-mediated transcription (23). If noisy transcription predominates, then an even spread of RNA-Seq reads in intergenic sequence is expected. Nevertheless, intergenic reads, even those observed only once in a sample, are spread non-randomly across the genome (19). It thus appears that random transcriptional noise cannot account for all intergenic expression. Some noise, however, might be non-random. This is because when the transcriptional machinery is recruited to a bona fide gene promoter, transcriptional activity can ‘ripple out’ within a ∼100 kb radius resulting in ‘illegitimate’ transcription from coding and non-coding loci (24).

INTERGENIC TRANSCRIPTS AND THEIR FUNCTIONS

Together cDNA sequencing, tiling arrays and RNA-Seq approaches have identified thousands of long (>200 bp) intergenic ncRNA (lincRNA) loci in human and mouse genomes. While functions have been assigned to only a few of these lincRNA loci (reviewed in 25–27), four lines of indirect evidence support their functionality more generally. First, many loci harbour chromatin signatures that typically mark promoter regions (histone-3 Lys4 trimethylation; H3K4me3) and
transcribed regions (histone-3 Lys36 trimethylation; H3K36me3) (28), and many overlap regions of open chromatin-transcribed regions (histone-3 Lys36 trimethylation; Cufflinks (6) multiexonic transcript models from short reads mapped to mouse chromosome 6 (assembly mm9, bases 8 200 479–8 555 654) and viewed using the UCSC Genome Browser (56). Short reads (coverage represented at top) map not just to known exons of coding and non-coding loci, but also to introns and gene termini. Multiexonic cufflinks transcript models consistent with known gene annotations (shown in blue, based on RefSeq, UniProt, GenBank, CCDS and Comparative Genomics) are shown as red exons joined by pink lines (blue joining lines indicate introns not supported by the data). Three protein-coding loci (Rpa3, Gig18 and Glcc1) and four FANTOM ncRNA loci (AK039608, AK039954, BC062820 and AK037260) are represented. Transcripts discussed in the main text are labelled A–C. Mouse brain data were generated using the Illumina genome analyzer (unpublished data).

It has been noted that long- and short-ncRNA loci, whether defined using cDNA (31) or tiling arrays (33), or RNA-Seq (19), tend to lie close to known protein-coding genes. This has led to the hypothesis that in their expression, these transcripts are ‘linked’ in some manner to protein-coding genes (19). This link could take the form of alternative promoters and polyadenylation sites, or could reflect the by-products of abortive initiation or transcriptional pausing (11,34,35). On the other hand, that long RNAs transcribed close to protein-coding genes is functional is suggested by their unusual concentration in the vicinity of a particular class of genes, namely those encoding transcription factors (16,28). Many long and short RNAs have also been observed to interact with PRC2 (polycomb repressive complex-2, a H3K27 trimethylase) and appear to cause repression in cis of polycomb target genes (28,36–39). In contrast, transcription of RNAs at intragenic or intergenic enhancer elements appears to activate in control of gene expression or else result from ‘leaky’ transcription, remains unresolved.

DARK MATTER AND THE NUMBER OF GENES

Between 1200 and 2200 dark matter, long intergenic ncRNA loci have been identified in cDNA sequencing and RNA-Seq experiments for mammals (7,19,32,42). Should these thousands of newly identified ncRNA loci be considered genes, thus adding to our current list of ~20 000 functional protein-coding genes? In a recent article, van Bakel and Hughes (11) argue that they should not, even when their transcripts are differentially expressed, are conserved across species and are localized within cells and interact with proteins. They argue that established techniques, such as gene knockout, knock-down mutagenesis or over-expression, which frequently are successful in confirming the functionality of protein-coding loci, should equally be employed to assay the functionality of putative non-coding loci. In the interests of fairness, it should be said that if these stringent criteria for functionality were to be applied to all predicted protein-coding genes, then their number would fall far short of 20 000. This is because, for example, only 6000 protein-coding genes, when disrupted in mouse, are associated with an overt phenotype (43). Nevertheless, it is clear that substantial direct evidence of functionality, including knockout phenotypes or disease association, will be required to convince many that the status of an ncRNA locus should be promoted to that of a gene. To date, such evidence has been forthcoming for only a handful of non-coding RNAs (44–48).

Yet, some preconceived ideas of what properties exclude ncRNA loci from being bona fide genes, drawn as they are from decades of fruitful research into proteins, are perhaps wide of the mark. Protein-coding genes are typically long and multiexonic, and their mature transcripts highly expressed and highly conserved, with their sequences lacking TE. In contrast, even those ncRNAs whose mechanism has been
established are relatively short, with one or few exons, they are often lowly expressed and poorly conserved, and TEs have frequently inserted into their sequence. One assumption that may be found wanting is that very low abundance transcripts are relatively short, with one or few exons, they are often lowly expressed and poorly conserved, and TEs have frequently inserted into their sequence. One assumption that may be found wanting is that very low abundance transcripts are often lowly expressed and poorly conserved, and TEs have frequently inserted into their sequence. One assumption that may be found wanting is that very low abundance transcripts are often lowly expressed and poorly conserved, and TEs have frequently inserted into their sequence. One assumption that may be found wanting is that very low abundance transcripts

non-coding (trans)cripts will increasingly be seen as a more meaningful quantity than the number of human genes (51). For as the true transcriptional complexity of loci is revealed, with sense, antisense, and enhancer-, promoter- or UTR-associated transcripts, the concept of a ‘gene’ (52) will increasingly appear incomplete and overly simplistic. Moreover, when third-generation sequencing technologies (53,54) allow the full extent of all transcripts’ sequences to be determined, the entire transcriptional repertoires of different species and different cells will finally be revealed. Only then, when we have these data and the results of detailed mechanistic studies at hand, will dark matter transcription be revealed as either ‘sound and fury, signifying nothing’ as it has recently been described (55) or else as functional elements that are crucial to the biology of our species.

ACKNOWLEDGEMENTS

We are very grateful to Dr Ana C. Marques for many insightful discussions, and for the results presented in Figure 3.

Conflict of Interest statement. None declared.

FUNDING

This work was supported by the BBSRC (grant BB/F007590/1 to C.P.P.); by the European Research Council (DARCGENs to C.P.P.); by a Medical Research Council Programme grant (to C.P.P.); by a Marshall Scholarship (to T.G.B.); by the NIH Oxford Cambridge Scholars Program (to T.G.B.); and by New College, Oxford (to T.G.B.).

REFERENCES