The effect of multifurcations on NNI tree-search for 8-species yeast data
We use the 106 gene phylogenomic data set of Rokas et al (2003) to investigate the prevalence of multifurcations and their effect on Nearest Neighbor Interchange (NNI) tree-search. For each of the genes we use PAML (Yang 1997) to calculate Maximum Likelihood (ML) scores and branch lengths for all 10395 possible trees under the simple Jukes-Cantor model (JC; Jukes and Cantor 1969) and the more complex General Time Reversible model (Yang 1994) with Gamma distributed rates (GTR+Г; Yang 1993). These choices of model are meant to represent the range of the most simple (JC) to the most complex (GTR+Γ) models typically used for tree-search.
The trees from this analysis are used to compute the number of trees with one or more branches of zero branch length, where all branches estimates below 10-3 are taken to be zero. In order for a multifurcation to be problematic for NNI there must be 2 or more adjacent zero length branches.  We use an automated procedure to compute the proportion of problematic trees for each gene.  See Supplementary files JC.dat and GTR+G.dat for details of these values on a per gene basis. 
To calculate the proportion of start trees that fail during NNI we implement a simple NNI hill-climbing algorithm (see main text for details of hill-climbing). When calculating whether neighboring trees improve the likelihood we use a tolerance of 10-5. This tree-search algorithm is started from all of the possible 10 395 trees and we observe the proportion of starting trees that get stuck at multifurcations. In rare cases the multifurcation represents an optimal tree, in that no resolutions of the multifurcation provide an improvement in likelihood over our tolerance level. Trees reaching such optima are not classified as getting stuck at a multifurcation.

Figure 1 in the main manuscript demonstrates how a degree 5 multifurcation can cause NNI to get stuck. Figure S1 (below) provides an example of this problem occurring in real data. Note that few of the multifurcations that NNI gets stuck at demonstrate the problem as cleanly as Figure S1. For the degree 5 multifurcations, there is frequently support for branches that are not present in the optimal resolution of the multifurcation, meaning there are more than four trees with one resolved branch and more than a single tree with two resolved branches (see Figure 1). This problem is compounded by how different multifurcations interact with one another, meaning that some resolutions of branch in a multifurcation result in a different multifurcation. At its extreme, this means all of the possible resolutions of a degree 5 multifurcation are themselves a degree 5 multifurcation, just with different zero length branches. 
Multifurcations and suboptimal branches

Figure 1 shows the case where only branches present in the optimal solution of a degree 5 multifurcation provide a significant improvement in likelihood over the multifurcating tree. An example of this situation in real data is shown in Figure S1, but such clean cases are relatively rare and their effect on tree-search hard to characterize. We investigated all multifurcations in the 8-taxa yeast data that caused tree-search to stop and studied how frequently sub-optimal branches occurred. In the yeast data we examine the 167 individual trees where a multifurcation causes standard NNI to get stuck. (Note that some multifurcations will cause NNI to get stuck at several different bifurcating trees within the multifurcation.) Of these cases, only 14 clearly showed the 10-4-1 pattern predicted in Figure 1, whereas 3 other cases seemed to show the predicted pattern, but the 15 trees exhibited more than the four different scores suggesting either the accuracy of the optimization being less than our tolerance or the presence of sub-optimal branches. The majority of the other trees (129/167) had no fully resolved tree, suggesting either they were part of an even larger multifurcation or that there really was a multifurcation at that point in tree-space. The remainder showed unexpected patterns that we cannot describe. 
To characterize whether multifurcations have an adverse effect during tree-search we investigated the difference between performing NNI tree-search with and treating multifurcations as a special case and expanding them to examine all possible neighbors. For the 106 yeast genes we examined the 189 814 cases where NNI encounters a problematic multifurcation (two coincident zero length branches) and find out whether there is any difference in performance between standard NNI tree-search and a modified NNI tree-search where the multifurcation is expanded and all resolutions defined as neighbors. We find 7 054 cases where modified NNI tree-search finds a better tree and that there were no cases where standard NNI tree-search finds a better tree. This result further demonstrates that standard NNI’s treatment of problematic multifurcations can cause problems, and that correctly dealing with a multifurcation does not tend to result in a worse tree estimate. We caution that these conclusions may not hold for larger data sets because tree-space tends to get progressively more complicated as the number of taxa increases.
Frequency of multifurcations and problematic trees in larger data sets
We selected, at random, 5 nucleotide sequence alignments and 5 amino acid alignments from TreeBase (Morell 1996; see Table 1 for details). The size of these data sets precludes exhaustive analysis of tree-space, so we resort to a sampling approach. Note that full NNI tree-search is impractical for these data because highly accurate ML scores are required, which would require running accurate phylogenetic software for huge numbers of trees. Using current implementations of NNI are not appropriate as they typically use different heuristics and approximations to speed up computation, making differentiating between the properties of the algorithm and the implementation impossible, defeating the purpose of this study.

For each alignment we calculate the ML score and branch lengths using PAML (Yang 1997) for 100 randomly generated trees. For the nucleotide alignments we use the same JC and GTR+Г models used for the Yeast data, whereas for the amino acid alignments we use the simple Poisson model (EQU; Bishop and Friday 1987) and the more complex WAG model (WAG; Whelan and Goldman 2001) with amino acid frequencies empirically taken from the data and Γ-distributed across sites rate variation (WAG+F+Γ).  We then count the number of trees with zero-length branches, the average number of zero-length branches and the proportion of problematical trees as for the Yeast dataset.
The proportion of bifurcating resolutions of multifurcations where NNI breaks
We investigate whether the severity of the problem NNI has when dealing with multifurcating trees becomes worse when the degree of the multifurcation increases. Figure S2 shows that the number of trees that could get stuck at a multifurcation under the scenario where only resolutions on the way to the optimal bifurcating topology provide an improvement likelihood. We take two approaches to estimating these values. Firstly we use an exhaustive approach where we set the optimal tree to be each of the different tree shapes in turn.  For each shape we examine tree-space and calculate the number of branches it has in common with the optima. We then check whether any NNI neighbors of the tree resolve an additional branch in the optimal tree; if no neighbor can provide an additional branch then NNI is inferred to get stuck. This approach is only suitable for multifurcations with relatively small degrees; for larger multifurcations a sampling approach is required. We randomly pick a start tree and an optimal tree and calculate the number of branches in common. We examine each of the NNI neighbors of the start tree and if none have more branches in common with the optimal tree then it is classified as a problem case. For each point on Figure S2 we sample 10 000 start and optimal tree pairings. 
Other consequences of multifurcations and their impact on NNI tree-search

We expect that tree-search using NNI, especially with some commonly implemented heuristics, may escape without identifying the optimal resolution of the multifurcation. In these cases, the escape tree will contain several sub-optimal branches, which are likely in turn to result in a sub-optimal tree estimate because NNI may not be able to recover the optimal branches in any future step. In other words, leaving the multifurcation in the wrong direction may result in tree-search fixing branches that are not in the optimal tree. Other forms of escape are possible in cases where multifurcations may be missed due to relaxed optimization of the likelihood function (e.g. lazy optimization). It is unclear how to assess the quality of such heuristics, and they are unlikely to perform as well as an SPR approach, thereby supporting our recommendations to avoid NNI unless the data provides evidence that multifurcations are rare.
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Figure S1: NNI gets stuck at multifurcations during tree-search

An example of NNI being unable to escape a multifurcation, taken from the YLR253W gene from the data of Rokas et al (2003). The lettered triangles refer to the following subtrees: A: (S. mikatae, S. bayanus); B: S. kudriavzevii; C: ((S. cerevisae,S. kluyveri),S. paradoxus); D: S. castellii; E: C. albicans.
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Figure S2: Expected proportion of resolved trees in a multifurcation that can become stuck during NNI

The proportion of possible bifurcating trees that are resolutions of differing sized multifurcations that can become stuck during NNI are calculated using two approaches. The o are calculated using an exhaustive approach, with differing values for the same degree multifurcation representing the different possible tree-shapes. The dashed blue line represents an estimate obtained using a sampling approach. Further details of computations are in the text.
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