SDPpred: a tool for prediction of amino acid residues that determine differences in functional specificity of homologous proteins

Olga V. Kalinina¹, Pavel S. Novichkov¹, Andrey A. Mironov¹,², Mikhail S. Gelfand²,³ and Aleksandra B. Rakhmaninova¹,*

¹Department of Bioengineering and Bioinformatics, Moscow State University, Vorob'evy gory, 1-73, Moscow, 119992, Russia, ²State Scientific Center GosNIIGenetika, 1st Dorozhny pr., 1, Moscow, 113545, Russia and ³Institute for Problems of Information Transmission RAS, Bolshoi Karetny per., 19, Moscow, 127994, Russia

Received February 12, 2004; Revised and Accepted March 24, 2004

ABSTRACT

SDPpred (Specificity Determining Position prediction) is a tool for prediction of residues in protein sequences that determine the proteins’ functional specificity. It is designed for analysis of protein families whose members have biochemically similar but not identical interaction partners (e.g. different substrates for a family of transporters). SDPpred predicts residues that could be responsible for the proteins’ choice of their correct interaction partners. The input of SDPpred is a multiple alignment of a protein family divided into a number of specificity groups, within which the interaction partner is believed to be the same. SDPpred does not require information about the secondary or three-dimensional structure of proteins. It produces a set of the alignment positions (specificity determining positions) that determine differences in functional specificity. SDPpred is available at http://math.genebee.msu.ru/~psn/.

INTRODUCTION

Many protein families contain homologous proteins that have a common biological function but different specificity towards substrates, ligands, effectors, DNA, proteins and other interacting molecules, including other monomers of the same protein. All these interactions must be highly specific. The proteins can be assigned to specificity groups based on experimental data or comparative genomic analysis.

Identification of residues that account for protein specificity might be useful in many biological studies. For instance, these residues can be used for planning experiments on functional analysis or protein redesign. One obvious application of SDPpred (Specificity Determining Position Prediction) is to minimize the number of point mutations required to switch the specificity of an enzyme, regulator or transporter. Analysis of the predicted residues can also provide a deeper insight into the nature of functional specificity. Our experience is that specificity determining positions (SDPs) include not only residues located in active sites of proteins, but also residues involved in establishing contact between subunits.

Construction of phylogenetic trees does not always allow one to assign specificity to all members of a family. An algorithm that extends the idea of SDP analysis and addresses this problem will be put on the web in the near future. It will predict specificity of the unclassified family members. This will provide a possibility to use SDPpred as a tool for detailed protein annotation.

Amino acid residues that determine differences in protein specificity and account for correct recognition of interaction partners are usually thought to correspond to those positions of a protein multiple alignment where the distribution of amino acids is closely associated with grouping of proteins by specificity. SDPpred searches for positions that are well conserved within specificity groups but differ between them. These positions are called SDPs. Such positions, though obvious in alignments containing a small number of proteins and specificity groups, become challenging to find in large protein families with a variety of specificities. Prediction of SDPs is reasonable not only for protein families whose members have different interaction partners, but also for any family containing specificity groups of any nature (e.g. proteins of different thermostability).

Recently, a number of algorithms addressing the problem described above have been developed. Several approaches exploit information about protein structure or functional sites (1,2). Some methods use only protein sequences (3–8).

*To whom correspondence should be addressed. Tel: +7 095 9394331; Fax: +7 095 2090579; Email: abr@belozersky.msu.ru

The online version of this article has been published under an open access model. Users are entitled to use, reproduce, disseminate, or display the open access version of this article provided that: the original authorship is properly and fully attributed; the Journal and Oxford University Press are attributed as the original place of publication with the correct citation details given; if an article is subsequently reproduced or disseminated not in its entirety but only in part or as a derivative work this must be clearly indicated.

© 2004, the authors
ALGORITHM DESCRIPTION

The algorithm implemented in SDPpred is described in detail in (8). Some of its features are inherited from the method of (7).

Briefly, consider a multiple protein sequence alignment. The proteins are divided into N specificity groups, numbered by i = 1,...,N. The goal is to identify columns (positions) in the alignment in which the amino acid distribution is closely associated with the grouping by specificity. This association in column p of the alignment is measured by the mutual information

\[ I_p = \sum_{i=1}^{N} \sum_{\alpha=1}^{20} f_p(\alpha, i) \log \frac{f_p(\alpha, i)}{f_p(\alpha) f(i)}, \]

where \( \alpha = 1, \ldots, 20 \) is a residue type, \( f_p(\alpha, i) \) is the ratio of the number of occurrences of residue \( \alpha \) in group \( i \) at position \( p \) to the length of the whole alignment column, \( f_p(\alpha) \) is the frequency of residue \( \alpha \) in the whole alignment column, \( f(i) \) is the fraction of proteins belonging to group \( i \). The mutual information reflects the statistical association between two discrete random variables \( \alpha \) and \( i \).

To address the facts that the frequencies are calculated based on a small sample, and that substitutions to amino acids with similar physical properties should be weakly penalized, the observed amino acid frequencies are modified. Instead of using \( f(\alpha, i) = n(\alpha, i)/n(i) \), where \( n(\alpha, i) \) is the number of occurrences of residue \( \alpha \) in group \( i \), \( n(i) \) is the size of group \( i \) (here \( i \) is a single group or the whole alignment), SDPpred uses smoothed frequencies

\[ \hat{f}(\alpha, i) = \frac{n(\alpha, i) + \kappa (\sum_{\beta=1}^{20} n(\beta, i) m(\beta \rightarrow \alpha))}{n(i) + \kappa \sqrt{n(i)}}, \]

where \( m(\beta \rightarrow \alpha) \) is the probability of amino acid substitution \( \beta \rightarrow \alpha \) according to the matrix corresponding to the average identity in group \( i \), and \( 0 \leq \kappa \leq 1 \) is a smoothing parameter. SDPpred uses matrices of the BLOSUM series (9) for groups with average identity \( \leq 60\% \) and their analogs calculated as described in (10) for groups with larger average identity. Additionally, zero frequencies are avoided automatically, and thus the necessary pseudocounts are introduced in a natural way.

To calculate the statistical significance of the obtained values of \( I_p \), each column is shuffled, yielding the distribution \( F^{(p)} \). To offset the background similarity of proteins, which is higher within groups than between groups, SDPpred calculates \( F^{\exp} \), the expected mutual information for column \( p \), as a linear transform of \( F^{p} \), as described in (7).

Then, Z-scores are calculated:

\[ Z'_p = \frac{I_p - \langle F^{\exp}_p \rangle}{\sigma(F^{\exp}_p)}. \]

A high Z-score value indicates a position where the amino acid distribution is much more closely associated with grouping by specificity than for an average position of the alignment, and which is thus likely to be an SDP.

Given a series of Z-scores corresponding to every position of the multiple alignment, one needs to evaluate the significance of the Z-scores in order to tell whether the observed Z-score is sufficiently high to indicate an SDP. SDPpred uses an automated procedure for setting the thresholds based on the computation of the Bernoulli estimator. The observed Z-scores are arranging in decreasing order: \( Z_1, Z_2, \ldots \). The threshold is defined as

\[ k^* = \arg \min_k \left( 1 - \sum_{i=n-k+1}^{n} C_i^k q_i^{n-i} \right), \]

where \( n \) is the total number of considered positions,

\[ p = P(Z \geq Z_k) = \int_{Z_k}^{\infty} \frac{1}{\sqrt{2\pi}} \exp(-Z^2) dZ, \quad q = 1-p. \]

\( k^* \) positions having highest Z-scores are designated SDPs, as they are the least probable to constitute a tail of the Gaussian distribution, and thus are non-randomly generated positions.

The described procedure depends on the distribution of Z-scores. It can be proved that the distribution of the mutual information lies asymptotically between the Gaussian and exponential distributions. On real data the procedure is robust relative to the distribution, and the set of SDPs is almost the same assuming Gaussian and exponentially distributed Z-scores.

The results of testing, which agree well with available structural and experimental data, are described in (8). In that study, we analyzed two protein families: the LacI family of bacterial transcription factors and the MIP family of membrane channels in bacteria. Both these families include proteins with resolved 3D structure, which was used to evaluate predictions. In both cases, the fraction of contacting residues among SDPs is much larger than in the whole alignment (Table 1). Interestingly, in the case of the MIP family we not only described the channel very well (all residues known to interact with the substrate are either conserved or belong to the predicted set of SDPs), but also identified some residues that lie on the surface.
of contact between the subunits and cluster together, possibly forming 'structural clasps' (Figure 1) (11).

DESCRIPTION OF THE WEB INTERFACE

The only information needed for prediction of SDPs is a multiple alignment of protein sequences divided into specificity groups. SDPpred does not require any information about protein 3D structure.

SDPpred can analyze alignments of length up to 2000 positions, containing at most 1000 proteins. There can be up to 1000 specificity groups; however, it is recommended that each group contain at least three sufficiently divergent sequences. On the other hand, the average identity in each group should not be $<25\%$. Having more than two groups also strongly improves the quality of prediction due to more efficient elimination of the background evolutionary similarity.

A typical SDPpred query is shown in Figure 2. The aligned sequences should be in FASTA, GDE or Pfam plain text (with gaps as dashes and all characters in upper case) alignment format. Alignments in one of these formats can be easily obtained from databases (e.g. Pfam) or alignment programs (e.g. ClustalW). The alignment should be manually edited according to the specificity group assignments. The specificity groups should be separated by lines beginning with the equals sign and containing the name of the following group (e.g. "=Group1").

<table>
<thead>
<tr>
<th>Contact (distance to an interaction partner &lt; 5 Å)</th>
<th>SDPs for the MIP family</th>
<th>Whole alignment of the MIP family</th>
<th>SDPs for the LacI family</th>
<th>Whole alignment of the LacI family</th>
</tr>
</thead>
<tbody>
<tr>
<td>Possible contact (distance to an interaction partner 5-10 Å)</td>
<td>13</td>
<td>95</td>
<td>22</td>
<td>82</td>
</tr>
<tr>
<td>Not contact (distance to an interaction partner &gt;10 Å)</td>
<td>8</td>
<td>73</td>
<td>19</td>
<td>89</td>
</tr>
<tr>
<td>Total</td>
<td>21</td>
<td>281</td>
<td>44</td>
<td>348</td>
</tr>
</tbody>
</table>

Table 1. Residues of different contact type among SDPs and in the whole alignment of the MIP and LacI protein families

Figure 1. Residues making 'structural clasps' in the structure of the GlpF of *Escherichia coli* (1fx8, biological subunit). SDPs lying on the surface of contact between subunits are shown by white spheres.

Figure 2. A typical SDPpred query.
The user has to select the number of shuffles for computation of the statistical significance (between 1000 and 10,000). An alignment of a thousand sequences divided into several hundreds of specificity groups is analyzed in a couple of hours if each column is shuffled 10,000 times. Using fewer shuffles reduces the required time proportionally, but makes the results less reliable. Typically, the top of the SDP list remains the same, but minor variations may appear near the cutoff. An average query of 72 sequences divided into 12 specificity groups, where the average protein length is 400 amino acids and the alignment length is 587 positions, is analyzed in 4 min.

The last parameter is the maximum percentage of gaps allowed in a column to be analyzed. Columns with a greater fraction of gaps are excluded from the analysis. Typically, this number should not exceed 30%, but in some cases (e.g. when the user is analyzing group-specific loops) it may be reasonable to set this parameter to a higher value. However, a large percentage of allowed gaps produces many SDPs at the termini of the alignment, which are likely to be incorrect.

**OUTPUT**

SDPpred outputs the set of SDPs, i.e. positions of the alignment, which are likely to determine differences in functional specificity among the given groups. This set can be visualized in several ways. The user can switch between the alignment of the family with the SDPs highlighted, the detailed description of each SDP, and the plot of probabilities, from which the minimum is chosen to set the cutoff (Figure 3). The latter is particularly useful in the case when there are several local minima of close significance. Then, it might be useful to consider them all.

The predicted SDPs can be mapped on to any protein of the alignment. Amino acid residues corresponding to the SDPs in the selected protein are listed below the alignment on the alignment page and in the tables describing SDPs in detail.

**PROSPECTS**

We plan to implement the algorithm that predicts specificity for those members of the family whose specificity is unknown. The algorithm is described in detail in (8).

**ACKNOWLEDGEMENTS**

This study was partially supported by grants from the Howard Hughes Medical Institute (55000309) and the Ludwig Institute for Cancer Research (CRDF RB0-1268).

**REFERENCES**