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Supporting Information Text
1. Results Supporting Information

A. Modeling Results. Table S1 includes the modeling results in our 5-fold-CV approach. This expands the results we illustrate
in Figure 2 of the main text.

B. Prediction Analysis, Articles Reviews. As described in the Prediction Analysis Subsection (under the Results Section), we
conducted an error analysis focusing on vulnerable articles of the best-performing model. As we explain in the main text,
Vulnerable articles are interesting as they can shed light on articles that have not officially been demoted but are possibly
at risk. While Figure 3 in the Results Section presents four main populations (Unsustainable Articles, Top-100 Vulnerable
Articles, Vulnerable Articles, and Sustainable Articles), other population statistics are also insightful. In Figure S1, we show a
similar analysis as in Figure 3, but include all possible article populations.

In addition, Table S2 provides a list of the top ten articles from the vulnerable articles population, and Table S3 lists the
top ten articles with the highest unsustainability hazard rate that were recently promoted (since Jan. 2020). According to our
model, these articles have a high likelihood of being unsustainable. These articles are at high risk of demotion.

C. Evaluating Model Robustness over Long-Term Promotion Horizons. To evaluate the model’s predictive stability over the
article lifecycle, we perform a longitudinal performance analysis using the Time-Dependent Concordance Index (CP°). We
define a time grid spanning from the 10th to the 90th percentile of observed survival times, covering a horizon of approximately
6,000 days since an article’s promotion. The model is evaluated using five-fold stratified cross-validation, where the C*P¢% ig
calculated at each grid point to account for right-censoring through Inverse Probability of Censoring Weighting. This approach
allows us to determine if the features identified at the time of promotion maintain their discriminative power as the article ages.
We run this experiment using the best-performing model, over the F'A use-case.

The results, which can be observed in Figure S3 indicate that the model maintains high discriminative accuracy, with
the C*P** remaining above 0.8 for the first 4,000 days (approximately 11 years). This demonstrates that the linguistic and
communal features present at the time of promotion are robust indicators of long-term sustainability. We observe a peak in
performance between 1,000 and 2,000 days, suggesting the model is particularly adept at identifying "mid-term" demotion risks.
While a performance decline is observed as the horizon approaches 6,000 days, the model consistently stays well above the
random baseline of 0.5. This late-stage dip is a standard characteristic of survival models, often attributed to increasing data
sparsity and the diminishing influence of initial conditions on very long-term outcomes.

D. Association Heatmaps. While the survival regression model achieves statistically better results compared to both a random
model and a baseline model, we still aim to explore how specific feature(s) are associated with (un)sustainability. To do so, we
plot the distribution of 13, ., stqin Over two explanatory features in a heatmap. Figure S4 highlights three heatmap examples.

The trade-off between the number of contributors and how work is distributed between them has been long questioned
(1, 2). Figure S4a highlights this balance for our study. It is clear that a lower Gini (equal contribution) among collaborators is
strongly associated with unsustainability.

Figure S4b demonstrates that the shorter it takes for an article to be promoted, the more likely it is to be unsustainable.
Interestingly, unsustainability is most likely in cases when an article goes through a high number of revisions (y-axis) in a
short time period (x-axis). This suggests that contributing to a collective action slowly over time produces better results than
possibly rushed and high-volume bursts of contributions.

Figure S4c highlights that many collaborators expressing negative sentiment in discussions put the collaboration at risk of
unsustainable status. Few collaborators expressing positive sentiment are less likely to produce unsustainable collaborations.

This finding expands the existing understanding of the relation between discussion patterns and quality assessment in
Wikipedia (3, 4) by moving beyond the link between early discussions and initial article promotion. Specifically, our analysis
reveals that the emotional tone and the number of engaged participants in talk page discussions are not only predictive of
initial success (i.e., promotion to GA or F'A), but are also critical in sustaining this success over time. Collaborations that
follow constructive, positively toned interactions, even among a small number of contributors, are more likely to maintain
high-quality status over time.

E. Calibration Analysis. To qualitatively measure the predictive validity and practical utility of the survival model, we examined
the relationship between the model’s predicted risk scores at the time of promotion and the observed article demotion outcomes.
We highlight this relation in Figure S5.

Since the predictive model we use produces relative hazard scores rather than calibrated event probabilities, we evaluated
whether articles assigned higher risk scores were indeed more likely to experience demotion. Specifically, we defined a binary
outcome indicating whether an article was demoted within six years of promotion. This time horizon was chosen because six
years corresponds to the median time-to-demotion among Featured Articles (F As) that were eventually demoted in our dataset.
Since the predictive model we use produces relative hazard scores rather than calibrated event probabilities, we evaluated
whether articles assigned higher risk scores were indeed more likely to experience demotion. Specifically, we defined a binary
outcome indicating whether an article was demoted within six years of promotion. This time horizon was chosen because six
years corresponds to the median time-to-demotion among Featured Articles (F As) that were eventually demoted in our dataset.
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Articles were ranked according to their predicted risk score and sorted from lowest to highest risk. We then estimated the
local demotion rate along the ranking using a moving-average smoother applied to the binary outcome. The resulting curve
captures the empirical relationship between model-predicted risk and observed demotion outcomes. As shown in Figure S5, the
observed demotion rate increases monotonically across the risk spectrum, indicating that the model successfully discriminates
between articles at low and high risk of future demotion.

2. Data and Methods Supporting Information

A. Demotion Review. As we mentioned Introduction Section and later in the Methods Section, an article has the potential to
be demoted after a review process. During this time, the members of the relevant community are allowed to comment on the
required improvements and directly edit the article to improve it. This is illustrated in Figure S6 on how a review process is
announced.

B. SustainPedia Dataset. In Table S4, we highlight basic data statistics of SustainPedia. We split it into F'As and GAs. In
Table S5, we list the 15 explanatory features we use for modeling related to the discussions’ structure.
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Table S1. Population-level survival regression results. We report the average measures (+std) over five-stratified-fold-CVs. The C-Index
represents the global concordance, while the Dynamic-AUC refers to the Cumulative-Dynamic AUC at a representative time horizon. 1 Indicates

that a higher value is better.

Type Feature Set C-Index (1)  Dynamic AUC (1)
Random 0.5 0.5
Baseline 0.637+0.0145  0.589+0.0271

A Topics 0.612+0.0166  0.590+0.0178
Network 0.627+0.0153  0.599+0.0217
Discussions 0.688+0.0129 0.60440.0248
Team Compos. 0.707+0.0181 0.626+0.0332
Edit History 0.732+0.0079  0.622+0.0196
User Experience 0.765+0.0112  0.646+0.0179
All 0.786+0.0085  0.650+0.0128
Random 0.5 0.0.5
Baseline 0.659+0.0125  0.59740.0158

GA Topics 0.61340.0101 0.5914+0.0138
Network 0.671+£0.0072  0.648+0.0091
Discussions 0.681+0.0126  0.601+0.0078
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Team Compos.
Edit History
User Experience
All

0.690+0.0132
0.702+0.0107
0.712+0.0099
0.740+0.0113
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0.645+£0.0106
0.647+0.0141
0.533+0.0103
0.603+0.0112
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Fig. S1. Average number of reviews per population, F'A use case. We include all six possible populations for this analysis. To do so, we binarize the model continuous output
using the predicted hazard rate, where a positive value indicates a predicted demotion (i.e., being unsustainable — 1§ ¢ ..., = 1) and a negative value indicates an undemoted
article (i.e., 1{,susmin = 0)- The F' P population is reviewed significantly more frequently compared to the T'N articles population, as well as the general sustainable articles

population. This highlights the demotion potential of the ' P population, identified by the Wikipedia community. Naturally, the number of reviews for the T'P, the F'N, and the
general unsustainable populations (three left-most columns) are the highest since these demoted articles go over at least a single demotion review in their life-cycle.
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Fig. S2. Proportion of articles undergoing a demotion review, F' A use case. The “Vulnerable” population exhibits a significantly higher review rate compared to the “Sustainable”
population. We observe similar patter as we see in Figure 3 of the main text. Unlike Figure 3, which quantifies the frequency of individual reviews, this figure illustrates the
breadth of community oversight by showing the percentage of articles within each cohort that have entered a review process. The left-most population par show maximum value
as these articles must undergo at least one formal review as those have been demoted at some point.
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Fig. $3. Time-dependent Concordance Index (C*P<%) as a function of days since promotion (F' A use-case). The blue line represents the mean predictive accuracy across
five-fold cross-validation, with the shaded area indicating the standard deviation. The model performance is evaluated over a 6,000-day horizon, remaining above 0.8 for
approximately 4,000 days. The dashed horizontal line at 0.5 denotes the performance of a random model. The horizontal dotted line at approximately 0.8 represents the global
mean C'*P°* averaged across all time points and cross-validation iterations.
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Fig. S4. Heat maps of feature interactions with unsustainability. Unsustainability is distributed among feature pairs in insightful ways. The value in each cell is the mean
unsustainability per bin. We omit presenting values where the number of cases is too small (< 10). Time-to-Promotion is measured in days since article’s creation.
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Fig. S5. Observed demotion rate within six years (y-axis) as a function of the predicted risk score produced by the predictive model (x-axis). Articles were ranked by predicted
risk, and the observed demotion rate was estimated using a moving-average smoother.
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Table S2. The top ten vulnerable articles. These articles have the highest predicted hazard rate according to our model, but have not been
demoted (yet). The articles are sorted by the predicted value of the model. ‘Pred. represents the model’s predicted hazard rate, which can be
inferred as the risk level of the article to become unsustainable in the future.

10 of 18

Article ID Article Name Pred. Reviews (Up to 09/2023) | Last Reviewed
4049 Battle of Blenheim 2.73 1 Dec. 2020
33949468 Mathew Charles Lamb 2.53 0 -

7012 Chagas Disease 2.20 1 May 2020
890141 Something (Beatles song) 2.17 1 April 2006
14533 India 2.1 4 Jan. 2019
30320 Sex Pistols# 2.09 0 -
84625 Sandy Koufax 2.07 1 March 2007
4637590  Bob Dylan 2.03 3 Oct. 2008
186729 Henry Moore 2.03 2 June 2023
199665 Helicobacter Pylori 0.84 1 Sep. 2008

# Reviewed in Feb. 2024. Kept its promoted status.
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Table S3. Most recently promoted articles in SustainPedia to an ' A status (01/2020-09/2023), which are with the highest risk to be demoted

according to our model (i.e., articles are sorted by the hazard rate of the model). ‘Pred.’ represents the model’s predicted value.

Article ID Article Name tprom. | Pred.
69704182 G-8 and His Battle Aces 03/2022 1.13
13951035 Katrina Kaif 02/2022 0.89
55728902 Delicate (Taylor Swift song) 03/2021 0.86
43597375 1989 (album) 12/2020 0.85
57174969 Kids See Ghosts (album) 07/2021 0.83
47702 Torture 05/2022 0.71
44539921 Frozen 2 01/2022 0.62
54611700 Bluey (TV series) 11/2020 0.62
2270846  Angel Locsin 08/2022 0.59
43418 Julian of Norwich 12/2021 0.52
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Talk:Durian X v

Article Talk Read Edit View history Tools v

From Wikipedia, the free encyclopedia

This is an old revision of this page, as edited by_(talk | contribs) at 20:19, 2 April

2022 The present address (URL) is a permanent link to this revision,
which may differ significantly from the current revision.

(diff) « Previous revision | Latest revision (diff) | Newer revision — (diff)

This article is undergoing a featured article review. A featured article
should exemplify Wikipedia's very best work, and is therefore expected
to meet the criteria.

Please feel free to leave comments or be bold and improve the article
é directly.

If the article has been moved from its initial review period to the
Featured Article Removal Candidate (FARC) section, you may support
or contest its removal.

Fig. S6. Review process alert of the Durian article. The screenshot was taken from an April 2022 version of the talk page. Unfortunately, the article was demoted in June 2022
after this review process. We conceal all identities to preserve editors’ right to remain anonymous.
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Table S4. SustainPedia dataset statistics. Unsustainable (1 ynsustain) iS an indicator whether an article was demoted at some point in time, and
hence the mean of this row is the proportion of unsustainable articles. ‘Prom. Time’ is tprom — tpirtn, measured in days. Comments are taken
from discussions on talk pages. The mean and standard deviation are calculated over articles. Blanks are irrelevant.

Featured Articles, (n=7,199) Good Articles, (n=41,477)
Sum Mean STD Sum Mean STD
Unsustainable (1 ynsustain) 1,151 0.16 0.37 2,676 0.06 0.25
Prom. Time - 2,194.63 1880.08 - 2013.64 1869.3
Revisions 5,932,445 824.07 1434.28 20,169,570 486.28 1048.59
Editors 942,461 130.92 232.32 3,724,692 89.8 176.69
Comments 93,863 13.04 39.18 364,106 8.78 26.12
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Table S5. Discussion features related to the structure of talk page interactions. Details about this feature set are provided in the Data Section,
under the Explanatory Features subsection.

Feature Name Short Description Type
Num-of-Discussions Total count of discussion threads on the talk page. Int

Num-of-Comments Total count of comments across all threads. Int

Num-of-Discussers Count of unique registered (non-anonymous) discussers. Int

Discussers-Gini Gini coefficient measuring inequality of comment distribution among discussers. Float
Mean-Discussers Average number of unique discussers per thread. Float
Median-Discussers Median number of unique discussers per thread. Float
Mixed-Discussers-Comments Proportion of threads containing multiple discussers, reflecting dyadic interaction. Float
Direct-Discusser-Interactions Count of unique pairs with direct reply-to interactions. Int

Indirect-Discusser-Interactions Count of unique pairs participating within the same discussion thread. Float
Mean-Triangles-Direct Average number of closed triads (triangles) in the direct interaction network. Float
Mean-Triangles-Indirect Average number of closed triads in the thread-level co-participation network. Float
Mean-Depth Average structural depth (nesting level) of discussion threads. Float
Mean-Comments Average number of comments per discussion thread. Float
Mean-Responded-Comments Proportion of top-level comments that received at least one reply. Float
Time-to-Reply Mean latency (seconds) between a top-level comment and its first reply. Float
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Table S6. Edit History features capturing the longitudinal editing dynamics of the article. Details on the calculation of reverts via SH A1

hashing are provided in the Data Section of the main text.

Feature Name Short Description Type
Num-of-Collaborators (F H1) Total count of unique editors contributing to the article. Int
Num-of-Revisions (F H2) Total count of revisions (edits) made to the article. Int
Time-to-Promotion (E H3) The duration (in seconds or days) from article creation to its first promotion. Float
Reverted-Revisions-Pct (E'H4) Proportion of revisions identified as reverts (based on S H A1l hash matching). Float
Was-a-Good-Article (E Hs) Binary indicator of whether the article held G A status prior to F'A promotion (F'A use-case  Binary

only).
Collaborator-to-Edit-Ratio EH,/EH>; Normalized measure of contributor diversity relative to edit volume. Float

Edit-Intensity EH,/EHs; The frequency of revisions over the article’s lifespan. Float

Abraham Israeli, David Jurgens, and Daniel M. Romero 15 of 18



Table S7. Network features extracted from the edit-interaction graph G,. Nodal metrics (in-degree through closeness) are aggregated using the
mean, median, and standard deviation, resulting in 15 features. All calculations exclude anonymous editors.

Feature Name Short Description Type
Global Graph Metrics
|Va| (Nodes) Total number of unique registered editors in the network. Int
|E.| (Edges) Total number of directed sequential edit interactions. Int
Num-of-Triangles Count of completed triadic structures (clustering) in the graph. Int
Density The ratio of observed edges to the total possible edges. Float
Num-Connected-Comp Number of weakly connected components in G Int
Num-Strong-Comp Number of strongly connected components in G Int
Is-Biconnected Binary indicator if the largest component remains connected after removing any single node. Binary
Nodes-to-Cut The minimum number of nodes to remove to disconnect the largest component. Int
Aggregated Nodal Metrics (Mean, Median, and Std. Dev. for each)
In-Degree Number of times an editor was succeeded by another editor. Float
Out-Degree Number of times an editor succeeded a previous editor. Float
Degree-Centrality The relative number of connections a node has within the graph. Float
Betweenness-Centrality Frequency with which a node lies on the shortest path between other nodes. Float
Closeness-Centrality The inverse of the average shortest-path distance from a node to all other nodes. Float
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Table S8. Experience and Team Composition features. Experience metrics (n = 4) capture the historical performance of the collaborator set
prior to promotion, while Team Composition metrics (n = 5) capture editor diversity, anonymity, and the intersection between editing and

discussion activities.

Feature Name Short Description Type
Experience and Credibility Features

Aggregated-Experience Summed number of edits to other promoted articles by the collaborator set V'@ prior to t5,.,,,,. ~ Float

Weighted-Experience Edits to other promoted articles weighted by the editor’s proportional contribution to article a. Float

Aggregated-Credibility Summed edits where sustainable edits count positively and unsustainable edits count negatively.  Float

Weighted-Credibility Credibility score weighted by the editor’s proportional contribution to article a. Float
Team Composition (T'C') Features

Collaborators-Gini (T'C') Gini coefficient measuring the inequality of edit distribution among Wikipedian collaborators. Float

|IP-Edits-Percentage (T'C2) Proportion of total revisions performed by anonymous (IP-based) editors. Float

Collaborators-to-Talk (7'C'3) Fraction of article editors who also participated in talk page discussions. Float

Discussers-to-Article (T'C') Fraction of talk page discussers who also contributed edits to the main article. Float

Distribution-Diff (T'C's) Mean difference between an editor’s proportional contribution to edits vs. their proportional ~ Float
contribution to discussions.
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